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In Verbal Behavior, B. F. Skinner rejected the need to postulate mental representations in order to explain behavior.  He wrote the following,


It has generally be assumed that to explain behavior … one must attribute to it events taking place inside the organism.  In the field of verbal behavior this practice was once represented by the doctrine of the expression of ideas.  An utterance was felt to be explained by setting forth the ideas which it expressed.  If the speaker had had a different idea, he would have uttered different words or words in a different arrangement.  If his utterance was unusual, it was because of the novelty or originality of his idea.  If it seemed empty, he must have lacked ideas or have been unable to put them into words. …


Such a practice obviously has the same goal as a causal analysis, but it has by no means the same results.  The difficulty is that the ideas for which sounds are said to stand as signs cannot be independently observed.  If we ask for evidence of their existence, we are likely to be given a restatement in other words.  …


There is obviously something suspicious in the ease with which we discover in a set of ideas precisely those properties needed to account for the behavior which expresses them.  We evidently construct the ideas at will from the behavior to be explained.  There is, of course, no real explanation.
One aspect of the cognitive revolution, however, has been the decision not to follow Skinner’s rejection of ideas or mental representations.


Since the cognitive revolution, cognitivists have generally taken two general classes of things to be part of the ontology of cognition.  First, cognitivists have believed that there are mental representations.  Structures in the mind that represent, for example, features of the external world.  Cognitivists have differed among themselves about the structure of mental representations.  In the so-called “Imagery Debate,” for example, fans of mental imagery, such as Stephen Kosslyn, among many others, have maintained that there are some mental representations that are in some respects like little pictures in the mind.  Sententialists, such as Zenon Pylyshyn, among many others, have maintained that all mental representations are propositional in form.  They are like little sentences in the mind.  Even after thirty years of debate, this debate among cognitivists seems hardly to have been settled.


Second, cognitivists have assumed that there must be more or less complex mechanisms for manipulating or transforming the hypothetical mental representations.  Cognitive processes are not mere static configurations of mental representations.  Cognitive processes involve change.  So, there must be mechanisms of change.  Long the most popular idea concerning these mechanisms is that they are instructions in some sort of computer programming language.   This, of course, leads to the view that cognition is computation.  Sometimes the view is called, naturally enough, the rules and representations view of cognition.  Neural networks theorists, connectionists, and advocates of Parallel Distributed Processing, however, have offered what they have sometimes taken to be a different conception of these mechanisms.  They have sometimes claimed that the mechanisms by which mental representations are transformed are not rules in a programming language, but instead collections of weighted connections between nodes that are mental representations.


Yet, some forty plus years into the cognitive revolution, the hypothesis of mental representations is again facing a new challenge.  This time the challenge comes for different reasons from a collection of research projects that go under various headings, including “situated,” “embodied,’ “embedded,” “extended” dynamical systems approaches to cognition.  Much of this involves the technical apparatus of dynamical systems theory.  A general theme of this approach is to draw attention to the role of the body and the environment in the life of the mind.  This work draws on homely sorts of philosophical thought experiments in which one considers the role of paper and pencil in computing large sums. It also draws inspiration from Gibsonian ecological psychology.  It also draws on work in mobile robotics, which is the bit of the situated and embodied approach to cognition that I will be discussing today.  In fact, I will be narrowing my attention a bit further and focusing on the challenge to mental representations that seems to come from the work of Randy Beer and Rodney Brooks.  I pick these two simply because they are the most familiar to philosophers and I am a philosopher.


Brooks explains that his goal is to build what he calls “Creatures” that meet the following specifications:
· A Creature must cope appropriately and in a timely fashion with changes in its dynamic environment.

· A Creature should be robust with respect to its environment.  Minor changes in the properties of the world should not lead to total collapse of the Creature’s behavior; rather one should expect only a gradual change in capabilities of the Creature as the environment changes more and more.

· A Creature should be able to maintain multiple goals and, depending on the circumstances it finds itself in, change which particular goals it is actively pursuing; thus it can both adapt to surroundings and capitalize on fortuitous circumstances.

· A Creature should do something in the world; it should have some purpose in being (Brooks, 1997, p. 402).
In and of itself, this is a perfectly respectable, scientifically worthwhile goal.  In fact, Brooks has designed a series of robots that realize this intellectual vision.  But now suppose that one builds a robot that meets these specifications and that this robot does not use internal representations of its environment.  Suppose that instead of an internal map of the environment, the robot is able to perform various functions simply by responding directly to its current environmental stimulus.  One moral one might want to draw from this is that cognition does not involve the use of mental maps or complex mental representations.  (This seems to be Brooks’s considered opinion.)  Or, more boldly, one might suppose that cognition does not involve mental representations at all.  These are some of the morals some philosophers draw from Brooks’s work.  Here, the objection to mental representations is not the Skinnerian objection that mental representations are too easy to come by or that they are not independently observable.  Rather, it is that they appear not to be necessary in order to explain behavior.


Yet, this anti-representationalist moral is not the only moral one might draw.  Rather than supposing that this work shows that cognition does not use (complex) mental representations, one might think it only shows that the chosen task, such as collecting soda cans, does not require cognition.  Where one might have antecedently expected the task to require thought, Brooks’s demonstration might be taken to show that this presupposition is not correct.  Reflection on Brooks’s criteria for “Creatures” might make the point just as easily.  One might think that the only way to be a “Creature” is to think.  That is, one might suppose that coping appropriately and in a timely fashion with changes in a dynamic environment requires thought.  One might suppose that being robust with respect to one’s environment requires thought.  But, unless one takes care to interpret the conditions with this aim in mind, one should be prepared to discover that some non-cognitive organisms meet these conditions.  Some plants are likely to meet these conditions.  Plants cope with their environments insofar as they can survive, reproduce, and even flourish.  They often respond to their environments by sending out roots in appropriate directions and displaying phototaxis.  Many can thrive in a wide range of climates or environments.  They can have multiple goals, if one counts producing leaves, roots, stems, taking in carbon dioxide, collecting water, and so forth.  Perhaps they also do something in the world and have some purpose in essentially the same sense in which cognitive animals do.  So, possible initial expectations to the contrary, we should not assume that these conditions can only be satisfied by cognitive agents.


Despite important differences in the technical apparatus they invoke, one can also see important theoretical affinities between Brooks’s concerns and Beer’s concerns.  On Beer’s version of situated, embedded cognition, “taking action appropriate to both … immediate circumstances and … long-term goals is the primary concern” (Beer, 2003a, p. 209).  Both Brooks and Beer conceive of their research projects in terms of something like “adaptive behavior.”  But, in principle, taking appropriate action (adaptive behavior) might not involve representation and might not involve cognition.  Maybe an organism, such as an amoeba or a slime mold, can do the appropriate thing (behave in an adaptive manner) without thinking about it.  Here is a possible case reported by Nakagaki, Yamada, & Tόth, (2000), in a brief communication in Nature.  They placed pieces of a plasmodium of a slime mold in an agar gel maze with two food sources at opposite ends of the maze.  The pieces first coalesced to form a single organism that filled the entire maze (figure 1), then shrank in size to eliminate arms that led to dead ends in the maze (figure 2), then shrank yet again to cover the minimum path through the maze (figure 3).  This action on the part of the slime mold seems appropriate to both its immediate and long-term goals.  It enabled the slime mold to feed (apparently an immediate goal), without expending resources in regions of the maze that contained no food (saving resources, which is apparently a long-term goal).  But, even thought the slime mold may have behaved appropriately with regard to immediate and long-term goals, it evidently did not think about what it was doing.  Or if it could be said to think or cognize, such thinking or cognizing as it does is unlikely to illuminate higher-cognition, such as that of vertebrates.


Here is another way of thinking about the two morals.  Brooks and Beer want to begin with simple tasks (cf. Beer, 2003b, p. 304), then see if they can develop robots that accomplish the tasks without recourse to (complex) representations.  But, producing such robots leaves open two interpretations of the results, either cognition requires no (complex) representations or the task requires no cognition.  What might break this impasse would be for the advocates of situated, embedded cognition to develop a theory of what cognition is, rather than implicitly defining it as whatever accomplishes a given complex task.  What may be needed is a rival to the cognitivist hypothesis according to which cognitive processing just is the manipulation of mental representations.  If cognition is not symbol manipulation, then what is it?  


One can, of course, try to avoid developing a theory of what cognition is.  One might say that what the advocates of situated, embedded cognition want is not a theory of cognition, but some understanding of the way in which cognitive agents work (cf. van Gelder, 1998, p. 619).  But, suppose you have some device that works to perform a given task. One wants to know how that device works.  Still, one also wants to know if that working is the working of a cognitive agent.  Once one understands the workings of the device, does one have an understanding of the way a cognitive agent works?  You won’t know unless you have some theory of what a cognitive agent is.  So, the van Gelder move only pushes the problem back a step.


But, perhaps this is simply to come to a philosophical draw, a stalemate.  Still, there might be other considerations to bring to bear to break the impasse.  Here is a kind of challenge.  If cognition does not involve mental representations, then what are we to make of neuroscientific work that is apparently committed to representations?  Although my review of the work of Beer and Brooks is terribly incomplete, there is absolutely no hope of reviewing here the vast neuroscientific literature that works with some kind of conception of representation.  My aim here can only be to draw attention to a challenge to anti-representationalism or representational skepticism.  The challenge is what to make of the apparent neuroscientific commitments to the hypothesis of representations.  To take a pseudo-random case, deCharms & Zador, (2000), begin their review, “Neural Representation and the Cortical Code,” with the claim “The concept of neural representation is central to neurophysiology, but what does it actually mean to suggest that a neuronal signal is a representation?”  They proceed then to refer to over two dozen reviews of neural representation in individual sensory systems.  They seem to have much the same picture of representation as that articulated above: “A neural code is a system of rules and mechanisms by which a signal carries information” (ibid., p. 614).  What is the anti-representationalist or the representational skeptic to make of this?


The neuroscientific commitment to representations is likely more pressing than is, say, the linguistics commitment to representations.  In much of linguistics, as in much of psychology, representations are not directly measurable or observable.  This is what Skinner complained about.  Instead, representations are postulated on the grounds that they help explain more or less regular features of sentences.  So, in recent versions of the Minimalist Program in linguistics, there are supposed to be lexical entries with abstract features, such as case, number, and tense, that combine according to such principles as merge, copy, and move.  This array of features and their interactions is meant to explain, among other things, why certain sentences are grammatical and others ungrammatical.  So, an abandonment of representations would apparently mean the abandonment, or dramatic revision, of vast amounts of work in linguistics.


Yet, while many of the representations in linguistics do not correspond to a directly measurable or observable feature, neurons do have readily measurable representation-like properties and behaviors.  For example, neurons have firing rates.  One debate in neuroscience concerns how firing rates code or represent.  One hypothesis, the so-called rate-coding hypothesis, is that environmental properties are represented by a neuron’s mean firing rate.  This hypothesis might be traced back to the work of Edgar Adrian in 1928.  Another hypothesis, the so-called temporal coding hypothesis, is that it is not merely the mean firing rate that codes information, but the more detailed temporal structure of the signaling that matters.

Take the case of a single-cell recording from a neuron in cortical area MT (an extrastriate area that is sensitive to visual movement).  In Figure 4a, one sees a relatively constant rate of firing in response to a constant rate of stimulus movement.  In Figure 4b, one finds a rapidly changing rate of firing in response to a stimulus moving with variable speed.  This example provides a case where the temporal coding hypothesis seems pretty plausible.  One can, however, debate how widely one type of coding or another is used, whether it is always one, always another, or some mixture.  Still, these electrical properties and behaviors of neurons cannot be dismissed as non-existent.  Moreover, skepticism about their existence is itself a dubious prospect.  These types of neuronal properties have a concreteness about them that is not found in so many of the representations postulated in many areas of linguistics and psychology.  They have an objectivity that perhaps even Skinner would have accepted.


If one cannot plausibly deny the existence of the various measured neuronal properties, one can try to argue that these properties and behaviors do not constitute representations.  But, the so-called “representations” of neuroscience do have a number of features that are commonly thought to be important about representations.  For one thing, representations can help explain thoughts about things that are not present.  How can I think about a gold mountain, even though there is no such thing?  I have a mental representation of gold, a mental representation of mountain, and I combine them in a particular kind of way to form a thought or representation of a gold mountain.  Similarly, how is it that one can have illusory contours?  By tokening mental representations that represent the lines of a contour.  Some neuroscientific evidence suggests that V1 neurons are active when presented with stimuli that give rise to illusory contours.


Second, representations are hypothesized to guide behavior.  Why is it that humans will report seeing illusory contours?  The neurons that falsely signal the presence of a contour are somehow connected to apparatus that produces verbal reports.


Third, representations are typically thought to be syntactically and semantically combinatorial, just like at least some part of English.  So, there are words for John, loves, and Mary, and these words can be put together to mean two different things, the sentence “John loves Mary” and the sentence “Mary loves John.”  Neural codes appear to be combinatorial as well.  In the retina, for example, it is the combination of activities in S-, M-, and L-cones that are apparently responsible for the initial representations of the color of incoming light in a given region of the visual field.  Later in the visual processing stream, it is the organization of further components that give rise to the apparent representations involved in color opponency.


My point in drawing attention to the neuroscientific perspective is not that we must accept what the neuroscientists say.  That’s one challenge one might put to anti-representationalists or representational skeptics, but it is not my challenge.  Rather, I think we must have some account of how the claims of neuroscientists bear on the hypothesis that cognition does not involve representations.  As Beer, (2003b), notes there is considerable difference of opinion regarding what representations are.  Nevertheless, if one wants to say that neuroscientists have not discovered a system of mental representations within the brain, one will likely need a theory of what representations are and some reason to think that the electrical activity in the neurons, or whatever, fails to meet the conditions of this theory.  This seems to me implausible.  What seems more likely is that whatever theory of representations one develops, it should probably have the result that neurons embody them.  So, it seems to me that a general anti-representationalism and representational skepticism may be something of an overreaction to the work in mobile robotics.

