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The Coupling-Constitution Fallacy Revisited


According to the Hypothesis of Extended Cognition, cognitive processes sometimes span the brain, body, and world.
  This paper will not challenge the truth of this hypothesis, but instead focus on a particularly prevalent consideration that is often given in support of extended cognition, namely, the many important bodily and environmental causal influences on cognitive processing.  More specifically, it will reinforce the central conclusions of (Adams & Aizawa, 2001, 2008, 2009)), in response to recent and forthcoming work.
  The drift of this paper is to argue that, while it is now widely appreciated that the simplest versions of the “coupling arguments” for extended cognition are fallacious, the advocates of extended cognition still seem to underestimate how pervasive these arguments are, why they are so pervasive, and how avoiding these arguments could be helped by greater attention to the development of a plausible theory of what distinguishes a cognitive process from a non-cognitive process.

1. A Brief Review of the Problem

The arguments under discussion here are ones that might be grouped together under the rubric of “coupling arguments”.  They begin with the observation that a given process X, such as writing in a notebook, is causally connected in some way to a cognitive process in the brain, then conclude, sometimes only indirectly and implicitly, with one or another formulation of the hypothesis of extended cognition.  This looks to be the argument that Alva Noë gives, in a simple and direct form, in the first sentence of this passage:

According to active externalism, the environment can drive and so partially constitute cognitive processes.  Where does the mind stop and the rest of the world begin?  If active externalism is right, then the boundary cannot be drawn at the skull.  The mind reaches—or at least can reach, sometimes—beyond the limits of the body out into the world (Noë, 2004, p. 221).  

A slightly less clear case, perhaps, is Rob Wilson’s treatment of the play of the puzzle game Rush Hour, wherein one moves wooden rectangles around in a wooden frame:

We solve the problem by continually looking back to the board and trying to figure out sequences of moves that will get us closer to our goal, all the time exploiting the structure of the environment through continual interaction with it.  We look, we think, we move.  But the thinking, the cognitive part of solving the problem, is not squirreled away inside us, wedged between the looking and the moving, (Wilson, 2004, p. 194).

Wilson’s thought here appears to be that, if one solves the problem by causally interacting with the pieces of the game, the pieces of the game themselves become a part of one’s mind or that one’s cognitive processing becomes what takes place in the brain and board together.  

In delimiting the so-called “coupling arguments,” Adams and Aizawa did not have in mind challenging just a single argument by a single philosopher in a single bit of text.  Instead, we were stalking a general style of reasoning meant to support extended cognition.  Our aim was, as (Fisher, 2009, p. 353) notes, to find a common thread in many arguments for extended cognition, even when that thread was not always fully and explicitly articulated as a reason to think that cognition extends.  So, in our criticism of coupling arguments, we were after an entire family of arguments, where individual arguments in this family could differ on such things as the proposed character of the causal connection.
  For example, among the simpler refinements one might propose is that if a process Y is reliably causally connected to a cognitive process X, then Y, or the X-Y process as a whole, is cognitive.
  More complicated versions of the argument invoke multiple conditions on the connection.


The core weakness in this kind of reasoning is that, in general, a causal dependency between a cognitive process X and some other process Y does not warrant the inference that Y is a cognitive process or that X and Y as a whole together constitute a cognitive process.  Recall some of the illustrative examples of this point:
It simply does not follow from the fact that process X is in some way causally connected to a cognitive process that X is thereby part of that cognitive process.  Consider the expansion of a bimetallic strip in a thermostat.  This process is causally linked to the motion of atoms of the air in the room the thermostat is in.  The expansion of the strip does not, thereby, become a process that extends into the atoms of the air in the room.  It is still restricted to the bimetallic strip in the thermostat.  The liquid Freon in an older model air conditioning system evaporates in the system’s evaporator coil.  The evaporator coil, however, is causally linked to such things as a compressor, expansion valve, and air conditioning duct work.  Yet, the evaporation does not extend beyond the bounds of the Freon.  So, a process may actively interact with its environment, but this does not mean that it extends into its environment.  (Adams & Aizawa, 2008, p. 91)

When the process of evaporation in the coil is coupled to the process of condensation, this does not convert the process of condensation into a process of evaporation.  Nor does the coupling convert all the processes in the air conditioning system into a process of evaporation.  In noting this core problem, the hope has been that once one sees it, one can see how it can be formulated so as to address the many, many distinct versions of the coupling arguments.  Once one sees that a causal connection between a process of type X and a process of type Y is not enough to convert the Y process, or even the conjoined X-Y process, into a process of just type X, then one can also see that essentially the same point applies even when there is a reliable causal connection between X and Y.  One might also see that essentially the same point applies when there is a reciprocal causal loop in which an X process causally influences a Y process that in turn influences the X process.  After all, the thermostat case and the air conditioning case illustrate this point and were, indeed, chosen to forestall the loopy versions of the coupling-constitution fallacy.  One can see that alongside a simple coupling-constitution fallacy, there is a similar reliable-coupling-constitution fallacy and a looping-coupling-constitution fallacy.


Some replies to the coupling-constitution fallacies have already been discussed in (Adams & Aizawa, 2008, Forthcoming), so what follows will be a consideration of some more recent developments.  First, section 2 will address some of the skepticism that defenders have expressed regarding the prevalence of the coupling-constitution fallacy.  It will try to point out the fallacy in a different guise, but also offer a conjecture about why the fallacy is so attractive.  Section 3 will address the way in which (Rowlands, 2009) avoids the coupling-constitution fallacy, while trying to argue for extended cognition.  Although there is considerable convergence between Rowlands’ view and our view, Rowlands still offers what Adams and Aizawa argued was an implausible theory of what cognitive psychologists are interested in.  Section 4 considers (Wilson, Forthcoming)’s argument for extended vision.  While he formulates an argument that does not have what might be described as the form of the coupling-constitution fallacy, one can find an instance of the coupling-constitution fallacy hidden away in the case he makes for one of the premises of his argument.  Part of what masks the fallacy, even in the argument for the premise, is a shift between extended cognition and what we might call “extended perception-action cycles”.  Wilson can correctly point to extended perception-action cycles, but this is a weaker conclusion than is the hypothesis of extended cognition.

2. Is There Really a Problem Here?

A common response to the charge of the coupling-constitution fallacy is simply to dismiss it—to say that no one really commits it.  So, Andy Clark writes,

Now, it is certainly true (and this, I think, is one important fact to which Adams and Aizawa’s argument quite properly draws the reader’s attention) that not just any old kind of coupling will achieve this result.  But as far as I am aware, nobody in the literature has ever claimed otherwise.  It is not the mere presence of a coupling that matters but the effect of the coupling—the way it poises (or fails to poise) information for a certain kind of use within a specific kind of problem-solving routine.  (Clark, 2008, p. 87)
In a critical notice of The Bounds of Cognition, Justin Fisher writes,

Adams and Aizawa are right that this move is fallacious, regardless of how many or few authors make it. However, one suspects that most of the authors Adams and Aizawa consider are clever enough not to commit a simple fallacy like this, and hence that Adams and Aizawa might be so busy fighting straw men that they will overlook the stronger arguments that these theorists can and do make. (Fisher, 2009, p. 353)

In their critical notice of The Bounds of Cognition, Sven Walter and Miriam Kyselo write,

Although [Adams and Aizawa] present a lot of textual evidence showing that some kind of coupling/constitution reasoning is involved, they overemphasize its role. Although both are crucial features in arguments for EMH, there is no direct inference from coupling to constitution.  (Walter & Kyselo, 2009, p. 280).

Finally, in a forthcoming paper, Rob Wilson comments that

Whatever one thinks of Adams and Aizawa’s claim to find such an inference pattern almost ubiquitously in the work of those defending the extended mind thesis, the preceding argument contains no inference of this form (Wilson, Forthcoming).

Clark, presumably, did not have the opportunity to read the many instances of the purported fallacy that were reported in (Adams & Aizawa, 2008), Chapter 6, before writing his comments in 2008, but Fisher, Walter and Kyselo, and Wilson did.  In the passages we cite, there is often some room for an author to argue that he has not technically committed the fallacy.  So, for example, in this passage,

If we abandon the mind-brain identity theory, what would stop us from saying such counterintuitive things as “Because the tree I am observing outside my window is causally connected to my psychological state, my mind is partially instantiated by that tree?”  But there are far more arguments for biting such a bullet than one might first suppose (Rockwell, 2005, p. 46),

Rockwell does not explicitly endorse the inference that because the tree he is observing outside is causally connected to his psychological state, then his mind is partially instantiated by that tree.  But, given the context, he implies it.  Moreover, what could he be doing other than implying that the inference is sound?  Similarly, what might be going on other than the coupling-constitution fallacy, when Noë writes, “According to active externalism, the environment can drive and so partially constitute cognitive processes”?  One can follow up on this issue by examining the texts cited in (Adams & Aizawa, 2008), Chapter 6, but perhaps the problem can be better revealed through a review of a longer piece of text where causation and constitution are implicitly in play.  For this exercise, the early sections of (Clark & Chalmers, 1998) serve us well.


In these sections, Clark and Chalmers appear to float two different kinds of considerations for thinking that cognition extends.  One is some sort of cognitive equivalence consideration—that certain transcorporeal processes are just like more familiar intracranial cognitive processes—and the other involves something like the causal significance of external objects.  So, in summarizing their target view in the first paragraph of their paper, they write,

We advocate a very different sort of externalism: an active externalism, based on the active role of the environment in driving cognitive processes (Clark & Chalmers, 1998, p. 7)

This looks like the view that when the environment plays an active role in driving cognitive processes, i.e. when the environment causally influences cognitive processes, one gets extended cognition.  Notice that the wording here is probably what inspired Noë’s claim cited above and that this looks to be a more straightforward assertion of what Rockwell maybe hints at only indirectly.  Maybe, technically speaking, this is not an argument, but instead a statement of the view of active externalism.  And maybe there is room to read “based on” so as skirt the fallacy, but the point remains that one can see how even a conscientious reader can read this as maintaining that cognition extends in virtue of causal influences on cognitive processes.  Or if this is not what is going on, what is?

In running through their three sorts of Tetris play, Clark and Chalmers invoke considerations of something like cognitive equivalence, yet they begin the paragraph after that by turning to causal influences:

The kind of case just described is by no means as exotic as it may at first appear.  It is not just the presence of advanced external computing resources which raises the issue, but rather the general tendency of human reasoners to lean heavily on environmental supports. (Clark & Chalmers, 1998, p. 8)

In trying to show that the Tetris case is not exotic, they appeal to humans “leaning” on environmental supports.  This, however, looks like a metaphor for the causal contribution of environmental factors.  In describing how one might get extended cognition by the use of pencil and paper, or the physical manipulation of tiles during a game of Scrabble, or the use of a nautical slide rule, they do not explain how these cases are like familiar cases of intracranial cognition.  In their analysis of these cases, it does not appear to be cognitive equivalence that matters, but mere causal contribution.  Of course, one might note that what Clark and Chalmers literally write is that leaning heavily on environmental supports raises the issue of extended cognition, not that leaning heavily on environmental supports is what makes for extended cognition.  But, why would these causal connections raise the issue of extended cognition if not for the fact that causal connections are supposed to be evidence for extended cognition?  Again, there seems to be room for the sympathetic reader to be misled here.

In the next paragraphs, when Clark and Chalmers appeal to (Kirsh & Maglio, 1994)’s distinction between pragmatic and epistemic actions, they write the following:

Epistemic actions alter the world so as to aid and augment cognitive processes such as recognition and search.  … Epistemic action, we suggest, demands spread of epistemic credit.  If, as we confront some task, a part of the world functions as a process which, were it done in the head, we should have no hesitation in recognizing as part of the cognitive process, then that part of the world is (so we claim) part of the cognitive process.  Cognitive processes ain’t (all) in the head! (Clark & Chalmers, 1998, p. 8)

To say that epistemic actions alter the world is, of course, to say that they have a causal influence on the world, and to say that these alterations aid and augment cognitive processes can mean that they make a causal contribution to the success of cognitive processing, hence to the spread of epistemic credit.  But, Clark and Chalmers apparently treat the spread of epistemic credit as either equivalent to, or implying, the spread of cognitive processing.  But, of course, the parity principle in the passage just cited also invokes the idea of cognitive equivalence, or maybe metabolic impartiality.  So, both the coupling idea and the cognitive equivalence idea appear to be in play here, and it is unclear how Clark and Chalmers can dodge the claim that they are invoking mere causation as a basis for extended cognition.


The same ambiguity is in play in the following passage:

In these cases [of different modes of Tetris play, use of pencil and paper, etc.], the human organism is linked with an external entity in a two-way interaction, creating a coupled system that can be seen as a cognitive system in its own right.  All the components in the system play an active causal role, and they jointly govern behavior in the same sort of way that cognition usually does.  (Clark & Chalmers, 1998, p. 8)

The first sentence indicates that a two-way (causal?) interaction between a person’s mind and certain environmental items, such as a video screen, pencil, and paper and so forth creates a coupled system.  Clark and Chalmers, however, apparently take the existence of extended cognitive systems to be sufficient to establish that cognitive processes extend.
  The second sentence backs off of this a bit, noting both that all the components in the system play an active causal role and that there is some kind of cognitive equivalence.


In later passages, cognitive equivalence is less clearly invoked and causation comes to the fore:

In the cases we describe, by contrast, the relevant external features are active, playing a crucial role in the here-and-now.  Because they are coupled with the human organism, they have a direct impact on the organism and on its behavior.  In these cases, the relevant parts of the world are in the loop, not dangling at the other end of a long causal chain.  Concentrating on this sort of coupling leads us to an active externalism (Clark & Chalmers, 1998, p. 9)
The external features in a coupled system play an ineliminable role—if we retain internal structure but change the external features, behavior may change completely.  The external features here are just as causally relevant as typical internal features of the brain.  (Clark & Chalmers, 1998, p. 9)

At both of these points, causal contribution seems to be the consideration motivating extended cognition.  So, if Clark and Chalmers are not invoking causal influence to motivate extended cognition, then what is going on here?  Clark and Chalmers do not risk committing the coupling-constitution fallacy only when they describe some rough and ready ideas about when some resource or process should be recognized as part of the physical substrate of a cognitive system; it is a regular feature of their discussion.


Throughout the debate over extended cognition, Adams and Aizawa have regularly acknowledged the two distinct sorts of considerations that Clark and Chalmers have offered for extended cognition and have challenged both.  (Adams & Aizawa, 2001) challenged the cognitive equivalence of the different modes of Tetris play and of Inga and Otto in their section 3.1 and the coupling arguments in section 3.2.  In (Adams & Aizawa, 2008), the cognitive equivalence considerations were treated in Chapter 8, where the many forms of the coupling-constitution fallacy were addressed in Chapters 6 and 7.  So, it is no defense of the coupling arguments as they have been described that one can or should interpret them as indicating cognitive equivalence.
  That move too has been addressed.


In the foregoing, part of what suggests that causal connections are sufficient for cognitive extension is the fact that sometimes the evidence Clark and Chalmers cite for extended cognition is merely some form or another of causal connection and nothing else.  When they write that “We advocate a very different sort of externalism: an active externalism, based on the active role of the environment in driving cognitive processes,” they do not mention any other special kind of coupling or causation.  One does not find in this sentence, and in many others, any qualification regarding, for example, how a resource is reliably available and typically invoked.
  It appears to be causation simpliciter that matters.  Moreover, it is easy to see why the advocates of extended cognition are tempted to omit any reference to additional qualifications.  Consider the burden of proof involved in the simple coupling arguments, on the one hand, versus the burden of proof in more complicated coupling arguments involving such things as being typically invoked, on the other.  It is much easier to show that something in the body or environment causally influences what goes on in the mind than it is to show that something in the body or environment causally influences what goes on in the mind by being typically invoked.  The examples one cites of the latter sort must satisfy more constraints and they have to have more details spelled out.  Similarly, compare the burden of proof involved in the simple coupling arguments, on the one hand, versus the burden of proof in cognitive equivalence arguments.  It is much easier to show that something in the body or environment causally influences what goes on in the mind than it is to show that some transcranial or transcorporeal process is the same as some intracranial cognitive process. There are very few instances in the extended cognition literature where one finds side-by-side comparisons of putative cognitive equivalence like those found in the three modes of Tetris play and in the Inga-Otto case.  Maybe these are the only such comparisons.  Moreover, these sorts of comparisons almost invariably invite observations of dissimilarities.   Such observations are standard among critics of extended cognition, but there appear to be no cases in which a critic denies that the claim that one or another thing in the body or environment causally influences the mind.  So, one can see that advocates of extended cognition will regularly be tempted to claim that causation is sufficient for extended cognition, since it is easy to find causal influences on cognition.  If causation were sufficient for extended cognition, the case for extended cognition could more easily be made.


Notice that the point about the burden of proof is not much altered if one weakens the standards of cognitive equivalence by introducing a distinction between fine- and coarse-grained functional roles.
  The defender of coarse-grained functional roles must still explain what is meant by a coarse-grained functional role.  Then, one must further explain how a particular transcorporeal example displays the same coarse-grained functional role as some intracranial cognitive process.  And, providing an account of coarse-grained functional roles sounds very much like another way of talking about providing a mark of the cognitive or a theory of what cognition is.  But, as has been emphasized, the advocates of extended cognition have not been forthcoming with a plausible account of this.  This last point will arise again in our next two sections.

3. Rowlands on the Coupling-Constitution Fallacy

In a recent paper, Rowlands has moved methodologically closer to the position developed in (Adams & Aizawa, 2001, p. 78) and (Adams & Aizawa, 2008).  First, Rowlands proposes that the advocates of extended cognition abandon coupling arguments for extended cognition.  Second, Rowlands agrees with Adams and Aizawa that a crucial component to resolving the debate over extended cognition is to offer some clarification of what one means by “cognition”.  One must pin down what “cognition” one is talking about when one says that cognition extends.  This clarification, however, does not necessarily have to be a set of precise necessary and sufficient conditions on what it is for a process to be cognitive.  Nor does it necessarily have to be a fully articulated theory of cognition, articulated in advance of any scientific research.  Indeed, Adams and Aizawa did not propose necessary and sufficient conditions for cognition, but only a pair of necessary conditions.  Just to repeat, they were, first, that cognition involves non-derived representations and, second, that cognitive processes should be delimited by way of certain sorts of mechanisms.
  Not only are these not necessary and sufficient conditions, they are also obviously not intended to be a fully worked out theory of cognition, much less a theory worked out in advance of scientific investigation.
  The conditions, we argued, are ones that make sense of much of the actual practice of cognitive psychology over the last century.  They are conditions that have been worked out in conjunction with scientific investigation.  The conditions set out what Adams and Aizawa mean by “cognition”, putting the ball in the extended cognition court to explain what they mean.


At the risk of being overly critical, however, Rowlands has yet to come far enough along with Adams and Aizawa.  After all, he still defends extended cognition!  To see the parting of the ways, we begin with Rowlands’ first comment on the coupling-constitution fallacy:
It is, however, implausible to suppose that EM [Extended Mind] is guilty of simply confusing constitution and causal coupling. Far from confusing constitution and causal coupling, the most natural way of understanding the arguments for EM are precisely as arguments for reinterpreting what had traditionally been regarded as extraneous causal accompaniments to cognition as, in fact, part of cognition itself. And, in general, to argue for the identification of X and Y, when X and Y had hitherto been regarded as distinct types, is not to confuse X and Y.  (Rowlands, 2009)

Rowlands is probably right that, in general, we should not suppose that advocates of extended cognition simply confuse constitution and causal coupling.
  After all, in reading through the literature, the line of reasoning appears always to be from the causal claim taken as evidence to the constitutive claim taken as conclusion.  This implicitly recognizes that the causal claim is more plausible, where the constitutive claim is in greater need of support.  Were the advocates of extended cognition simply conflating the two, then one might expect the order of argumentation to be more random.  Rowlands’ second sentence above, however, merits some comment and clarification.  When he mentions “the most natural way of understanding the arguments for EM”, he probably means the other arguments for extended cognition—not the coupling arguments, but other arguments such as those that invoke a putative similarity between intracranial cognitive processes and transcranial processes.  Why think that the environmental processes to which cognitive processes in the brain are causally connected are themselves cognitive, or part of an overarching cognitive process?  Possible answer: Such environmental or transcranial processes are in all relevant respects like cognitive processes.

So, rather than defend or refine coupling arguments, Rowlands hints that the advocates of extended cognition ought to abandon the coupling-constitution family of arguments in favor of an argument that shows that transcorporeal processes are cognitive in virtue of bearing the so-called “mark of the cognitive”.  He writes,

Thus, … the coupling-constitution fallacy objection is derivative on the mark of the cognitive objection. If EM can provide an adequate criterion of the cognitive, and demonstrate that the external processes it regards as cognitive satisfy this criterion, then there is no substance to the charge that it confuses constitution and mere coupling.  (Rowlands, 2009, p. 5)

Here again there is another point of agreement between Rowlands and Adams and Aizawa.  A theory of the cognitive might enable one to distinguish between being a cognitive process, on the one hand, and being caused by or causing a cognitive process, on the other.  This is essentially the point made in (Adams & Aizawa, 2008, p. 101).  We proposed that one reason that the advocates of extended cognition are sometimes skeptical of the very distinction between coupling and constitution when it comes to cognition is that we lack a plausible theory of what cognition is.  (This also goes some distance, it seems, to explaining why the advocates of extended cognition are prone committing this fallacy.)  Here is the relevant passage from The Bounds of Cognition:

What, we should ask, is the difference between things that merely cause cognitive processes and things [sic] are cognitive processes?  The problem lies in the uncertainty about what exactly cognitive processes are. In support of this diagnosis, consider a case where we do have a well-established theory of what a given type of process is.  Consider again the process of nuclear fission.  The process of nuclear fission is constituted by the process of a large atomic nucleus being broken into smaller atomic nuclei.  Nuclear fission can be caused by bombardment of the nucleus with neutrons.  The process of neutron bombardment causes nuclear fission, but does not constitute nuclear fission.(Adams & Aizawa, 2008, p. 101).
So, to repeat, Rowlands evidently agrees with Adams and Aizawa that the advocates of extended cognition should try to specify what this cognition is that is supposed to extend.


Where Rowlands parts company with Adams and Aizawa, however, is in his theory of what cognition is.  Where Adams and Aizawa articulate a loosely cognitivist theory, Rowlands proposes to talk about information processing.  He writes,

A process P is a cognitive process if and only if:

(1) P involves information processing—the manipulation and transformation of information-bearing structures.

(2) This information processing has the proper function of making available either to the subject or to subsequent processing operations information that was (or would have been) prior to (or without) this processing, unavailable.

(3) This information is made available by way of the production, in the subject of P, of a representational state.

(4) P is a process that belongs to the subject of that representational state.

This criterion is understood as providing a sufficient condition for a process to count as cognitive: if a process satisfies these conditions, it counts as cognitive. Whether it also provides a necessary condition is an issue that I shall leave aside (although, for what it’s worth, I suspect that it does not).
  (Rowlands, 2009, p. 8)

The difference between Rowlands’ view and Adams and Aizawa’s view is that he offers too weak a sufficiency condition.  Without going into details here, the problem is that there are many sorts of consumer electronics devices, such as DVD players and iPods, that meet these conditions.  In The Bounds of Cognition, Adams and Aizawa try to forestall this kind of move, by flagging the general strategy:

Advocates of the extended cognition hypothesis have not been entirely silent on what cognition might be, but the proposals they have offered up to now are clearly inadequate.  What they tend to have in common are low standards for what counts as a cognitive process.  Of course, the more promiscuous the standards for what constitutes cognition, the less surprising it should be to find that cognition extends into the body and environment.  (Adams & Aizawa, 2008, p. 76)
Rowlands is, of course, correct, as he goes on to argue, that cognitive scientists are concerned with information processing, but not with this broad a notion of information processing.  Cognitive psychology is not about how computers play chess.  It is not about how charge-coupled devices work.  It is about a more circumscribed species of information processing.  To get us in the ballpark, we might say that cognition involves some specialized mechanisms for manipulating representations bearing non-derived content.  Rowlands needs to raise his standards for the mark of the cognitive, if he is going to do justice to what cognitive psychologists apparently care about.

4.  Wilson on the Coupling-Constitution Fallacy

(Wilson, Forthcoming) proposes an argument for extended vision that he believes avoids the coupling-constitution fallacy.  The gist of his reply is to present an argument that does not have the form in which Adams and Aizawa have cast it.  Since his argument does not have the form Adams and Aizawa describe, then it avoids the fallacy.  Wilson is correct in all this, but it is a relatively straightforward matter to see how his new argument commits a version of coupling-constitution fallacy, a version that invokes closed causal loops.


So, here is Wilson’s argument for extended vision:

1. The function of some visual processes is to guide action via visual information.

2. A primary way to achieve that function is through the active embodiment of visual processing (in a fairly strong sense).

3. Visual processes are actively embodied (in that same fairly strong sense) just if in their normal operation in natural environments, these processes are coupled with bodily activities so as to form an integrated system with functional gain. But

4. Visual processes that are actively embodied, in this sense, are also extended.

C. Some visual processes, and the visual systems those processes physically constitute, are extended.  (Wilson, Forthcoming)
Wilson explains each of these premises in greater detail, but these explanations are not needed in order to see how he proposes to avoid committing the coupling-constitution fallacy.  The reader can turn to Wilson’s paper for the more detailed explanations.


Having set out his argument, he also sets out a form for what we might call the “simple coupling-constitution fallacy”:
a. Y is a cognitive process 

b. X is causally coupled to Y. 

========================

c. X is part of a cognitive process (Wilson, Forthcoming)
This is essentially what we have, in this paper, been calling the “core” of the coupling-constitution fallacy.  It is a fair accounting of the (enthymematic) form Adams and Aizawa provide.  With the two arguments on the table, Wilson can easily show that they have dissimilar structures.  In the first place, none of the premises 1-4 in Wilson’s argument matches a. or b. in Adams and Aizawa’s description of the fallacy.  In the second place, Wilson’s conclusion C is not of the form of Adams and Aizawa’s conclusion c.


In addition, in order to be more thorough, Wilson also addresses the possibility that his argument is an instance of a “systems version” of the coupling-constitution fallacy.  (Cf., (Adams & Aizawa, 2008), Chapter 7.)  He reconstructs the (enthymematic) systems version of the fallacy in this way:

A.  Y is a cognitive (perceptual) process 

B1.  X is causally coupled to Y. 

B2.  X and Y form an integrated system (with functional gain). 

==============================================

C.  X is part of a cognitive (perceptual) process 

As with his reply to the simple version of the coupling-constitution fallacy, Wilson observes that his argument does not have this form.  There is nothing in his premises 1-4 that matches the Adams and Aizawa premise A.  Nor does Wilson’s argument have the form of Adams and Aizawa’s conclusion C.


We can perfectly well concede that Wilson is right about the formal set up here, but these observations are mere misdirections.  Wilson commits a familiar form of the coupling-constitution fallacy in the context of his argument for premise 2.  So, we need to focus more attention on the claim that a primary way to achieve the function of some visual processes is through the active embodiment of visual processing. This can be interpreted as a relatively weak claim, insofar as it is taken to mean roughly that it is an important possible way to achieve the function of some visual processes through active embodiment.  Adams and Aizawa have repeatedly agreed that extended cognition is possible; the issue has always been how prevalent it is and the conditions that make extended cognition possible.  Wilson implicitly recognizes this when he argues for premise 2.  This argument purports to show something stronger than that one way to achieve the function of vision is through active embodiment.  It purports to show that the function of (human) vision is actually achieved through active embodiment.  And, of course, given this stronger conclusion, the weaker one found in premise 2 follows.  


So, what is the argument that the function of vision is actually achieved through active embodiment?  To be fair to Wilson, we should review his argument in its entirety, then explain how it goes wrong.  Here is the passage:

The chief alternative to viewing visual information as flowing through from perceptual to cognitive (then to motor) systems is to take the systems that process such information as feedback systems. In such systems, information is fed back to the very same system in completing that system’s task processing. Such feedback can take place entirely at the level of encoding, but it can also involve feedback that does not form such an internal loop. The kind of representation that such boundary-crossing feedback systems traffic in can be partial and improvisational, including cases in which visual representing is a form of what I have elsewhere (Wilson 2004: ch.8) called exploitative representation (see also Shapiro 1997). Rather than taking a representational fix on the world, and then having those representations transformed internally as they flow through the organism to generate visually guided action, in exploitative visual representation the activity of representing exploits whatever resources it can to generate the appropriate action. Importantly, exploitative representation can rely on the body’s own structures and behaviors in its activity of representing, with relevant bodily actions—in the first instance, eye-movements (of various kinds), foveation, head-turning, squinting—constituting, and not simply causing, a key part of an overall perception-action cycle that manifests not informational flow through but informational feedback. (Wilson, Forthcoming, p. 12)

Let us start by focusing on the two models of perception: flow through models and feedback models.  The first thing to be clear about is that neither model is committed to single representations being treated like automobiles on an assembly line, literally moving from, say, the retina, to the lateral geniculate nucleus, to V1, and so forth, facing successive modifications along the way.
  Instead, both models invoke something more akin to chains of representations.  So, a set of photons entering the eye might strike the retina.  The photoreceptors will modulate their release of neurotransmitters, which will modify the retinal bipolar cells, which will in turn send signals to the retinal ganglion cells, and so on.  So, the idea is that the photons trigger a representation of a pattern of retinal illumination in the photoreceptors, which in turn triggers or causes a distinct representation in the retinal ganglion cells, which in turn causes a distinct representation in the bipolar cells, which in turn causes a distinct representation in the retinal ganglion cells, and so forth.
  So, both models invoke causal chains propagating through brain, body and world.  It is such causal chains that might be described informally as the flow of information.  The difference between the two models is supposed to be that on the flow through model causation flows from perception to cognition to action, where on the feedback model there is a closed causal loop back from action to perception.

 
 But, why should the fact that there is a closed causal loop make any difference to cognitive extension?  Recall that in the case of expansion of the bimetallic strip in a thermostat, there is a closed causal loop from the bimetallic strip, to the heater, to the room temperature, and back.  Nevertheless, the expansion of the strip is not a process that extends into the heater in virtue of that closed causal loop.  This much of Wilson’s argument displays a pattern Adams and Aizawa have already described:

 Here the intracranialist can agree with everything up until that last sentence.  Here we find a familiar pattern, a long description of the causal connections between the brain and environment followed by the move to the view that these causal loops constitute part of the cognitive process.  This is the simple coupling-constitution fallacy.  (Adams & Aizawa, 2008, p. 96)

This comment does not apply perfectly to Wilson’s argument, but the point is essentially the same.  What were Adams and Aizawa commenting on?  A passage from (Clark, 2001, p. 21):

Confronted, at last, with the shiny finished product the good materialist may find herself congratulating her brain on its good work.  …  But if we look a little more closely what we may find often is that the biological brain participated in some potent and iterated loops through the cognitive technological environment.  We began, perhaps, by looking over some old notes, then turned to some original sources.  As we read, our brain generated a few fragmentary, on-the-spot responses which were duly stored as marks on the page, or in the margins.  This cycle repeats, pausing to loop back to the original plans and sketches, amending them in the same fragmentary, on-the-spot fashion.  This whole process of critiquing, rearranging, streamlining and linking is deeply informed by quite specific properties of the external media, which allow the sequence of simple reactions to become organized and grow (hopefully) into something like an argument.  The brain(s role is crucial and special.  But it is not the whole story.  In fact, the true (fast and frugal!) power and beauty of the brain(s role is that it acts as a mediating factor in a variety of complex and iterated processes which continually loop between brain, body and technological environment.  And it is this larger system which solves the problem. ... The intelligent process just is the spatially and temporally extended one which zig-zags between brain, body, and world (Clark, 2001, p. 132)

So, in making the case for premise 2, Wilson is, in part, apparently recycling a discredited version of a coupling argument from Clark.  Or, if it is not discredited, Wilson does not explain why.

But, that is not all that is going on in Wilson’s argument.  There is what appears to be a new wrinkle.  In the final quoted sentence, Wilson claims that “exploitative representation can rely on the body’s own structures and behaviors in its activity of representing, with relevant bodily actions—… constituting, and not simply causing, a key part of an overall perception-action cycle.”  Wilson is not writing about visual processes or cognitive processes, but of a perception-action cycle.  Now, of course, the entire perception-action cycle is constituted by all the events in the chain, hence by processes in objects in the external world.  The cycle after all just is the set of causally interacting entities.  Remove the objects from the environment and the cycle disappears.  But, just because one has an extended perception-action cycle, one does not thereby have extended perceptual processes or extended cognition.  Recall that the hypothesis of extended cognition maintains that cognitive processes extend into the body and environment.  So, what Wilson must still show is that all the elements in the perception-action cycle realize cognitive or visual processes or that the whole perception-action cycle consists of a perceptual or cognitive process.  Notice that the situation here is exactly like what we find in the thermostat case.  Of course, what we might describe as the entire temperature regulation cycle does include processes in the thermostat, the heater, and the room.  This observation, however, does not show that the expansion of the bimetallic strip extends into the room and heater.  The process of expansion is still limited to the strip.  What Wilson is exploiting here is not so much an insight into the nature of vision or cognition as an observation of the nature of cycles in general.  Cycles are just made up of causally linked events.  

To forestall one possible objection, notice that to ask where in the perception-action cycle one finds cognitive processes is no more mysterious than asking where in the perception-action cycle one finds, say, phototransduction processes.  The familiar answers to these questions are in the nervous system, in the first case, and in the photoreceptors, in the second.  But, of course, if one is to spell out what processes in the perception-action cycle are cognitive, one presumably needs some sort of an account of the difference between a cognitive process and a non-cognitive process.  In other words, as Adams, Aizawa, and Rowlands believe, Wilson needs a mark of the cognitive.

As a final point, it might be thought that it is completely obvious that perceptual processes pervade the whole of a perception-action cycle.  That is what makes it a perception-action cycle.  But, that is not so obvious.  Think about the process of baking a cake.  One might think that this includes such things as reading a recipe and mixing ingredients.  But, if so, then there are parts of the process of baking a cake that are not literally the baking of a cake.  Or, think of the process of filling up the gas tank of one’s car.  The process of filling up typically begins by pulling a car off the street and into a gas station and removing the gas cap.  So, there are parts of the process of filing up one’s gas tank that are not literally filling up one’s gas tank.  So, it looks as though English allows one to speak of an X process in which, strictly and literally speaking, only a proper sub-part of the X process is actually the process of doing X.  So, if Wilson is relying upon this feature of English to make the case for extended cognition, then this is merely to have made a discovery about the way people often speak about processes in English.  It would not be an insight into the nature of vision or visual processes.  Nor would it be sufficient to block the view that, strictly speaking, visual and cognitive processes are found only in the nervous system.  After all, when one says that the process of baking a cake include mixing the ingredients, one can also say that strictly speaking the process of baking the cake only takes place in the over.  So, on the assumption that Wilson wants to do more than exploit some linguistic facts, he needs to provide us with some reason to think that perceptual or cognitive processes literally and strictly speaking pervade the whole of the perception-action cycle.

 5. Conclusion


Advocates of extended cognition have recognized that the crudest forms of coupling arguments for extended cognition are fallacious.  Yet, many do not recognize how misleading much of the extended cognition literature is in this regard.  The point of the detailed review of the early sections of (Clark & Chalmers, 1998) was meant to show how the advocates of extended cognition at least flirt with the coupling-constitution fallacy.  What encourages them in this are the argumentative burdens involved.  One needs to appreciate that the argumentative burden for extended cognition requires more than just drawing attention to the numerous causal dependencies between cognitive processes, on the one hand, and bodily and environmental processes, on the other.  Failure to undertake this burden of argumentation suggests that one believes that being causally connected to a cognitive process is enough to make something a cognitive process.  Moreover, the advocates of extended cognition also apparently need, but have been reluctant to provide, a plausible theory of what distinguishes cognitive processes from non-cognitive processes.  This would enable them to give cognitive equivalence arguments that are plausible approaches to establishing extended cognition.  Yet, providing a plausible mark of the cognitive is no easy task, either for cognitive science in general or for advocates of extended cognition more specifically.  Rowlands, for all the points at which he agrees with Adams and Aizawa, comes up short in providing too lax a theory of the cognitive.  Wilson, for his part, succumbs, in part, to the easy move of trying to argue for extended cognition by appeal to the importance of implicitly causal concepts, but also by making a subtle shift away from extended cognitive processes to the subject of perception-action cycles.  But, such a shift is a change of subject that appears to tell us more about what it is to be a cycle that it does about cognition.  In order to make an effective case for extended cognition, it still appears to be the case that one must avoid the coupling-constitution fallacy and invoke a plausible theory of cognition.
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� A second formulation is that cognitive processes are sometimes realized by processes in the brain, body, and world.  Yet a third formulation says that certain processes spanning the brain, body, and world constitute cognitive processes.  Those who are sticklers for metaphysical precision will note that these are not equivalent formulations of the hypothesis, but in the extended cognition literature they are typically treated as mere stylistic variants of one and the same core idea.  They will be treated as such here.


� Coupling arguments have also been discussed by (Rupert, 2004, 2009).  


� See (Adams & Aizawa, 2008), Chapters 6 & 7, and (Adams & Aizawa, 2009).


� Reliable causal connections are mentioned in (Clark & Chalmers, 1998, p. 11): “The real moral of the portability intuition is that for coupled systems to be relevant to the core of cognition, reliable coupling is required.”


� But see, (Adams & Aizawa, 2008), Chapter 7, for further discussion of this assumption.


�  Cf., (Clark, 2008, pp. 86-88).


� Cf., (Clark & Chalmers, 1998, p. 17).


� One can see this move in action when Clark and Chalmers try to explain how the situation with the three modes of Tetris play is not exotic.


� In more recently written works, one no longer finds comments, such as, 





combinations of brainy and bodily components “jointly govern behavior in the same sort of way that cognition usually does” (Clark & Chalmers, 1998, p. 8), 





 For in relevant respects the cases are entirely analogous: the notebook plays for Otto the same role that memory plays for Inga.  The information in the notebook functions just like the information constituting an ordinary non-occurrent belief; it just happens that this information lies beyond the skin (Clark & Chalmers, 1998, p. 13).





Certainly, insofar as beliefs and desires are characterized by their explanatory roles, Otto’s and Inga’s cases seem to be on a par: the essential causal dynamics of the two cases mirror each other precisely (ibid.)





These sorts of claims have been refined so that it is supposed to be that combinations of brainy and bodily components jointly govern behavior in coarsely the same sort of way that cognition usually does, that the notebook plays for Otto the same coarse role that memory plays for Inga, and that the information in the notebooks functions coarsely like the information constituting non-occurrent belief.


� The first clause, that cognition must involve non-derived content, is probably too loose.  When Otto uses his notebook, there are presumably mental representations in his brain that have non-derived content, so that his use of the notebook in some sense involves representations with non-derived content.  (Clark somewhere draws attention to this point.)  Yet, an appropriate clarification of the target concept is ready to hand in terms of the idea of a vehicle of content.  (For its use in the context of the extended cognition debates, see, e.g., (Hurley, 1998).)  The idea is that cognitive vehicles of content must bear non-derived content.


�  For earlier comments in this vein, see (Adams & Aizawa, 2008, pp. viii-ix).


� At points Adams and Aizawa did discuss the coupling-constitution fallacy in terms of confusion:  “Philosophical interest in situated cognition has been focused most intensely on the claim that human cognitive processes extend from the brain into the tools humans use. As we see it, this radical hypothesis is sustained by two kinds of mistakes, the confusion of coupling relations with constitutive relations and an inattention to the mark of the cognitive.” (Adams & Aizawa, 2009, p. 78) and “Gibbs is guilty of confusing constitution relations and causal relations” (Adams & Aizawa, 2008, p. 86).


� There is, of course, a minor technical infelicity here in that these conditions are laid out with a biconditional, but are then said to offer sufficient, but perhaps not necessary conditions on being a cognitive process.  Set that aside, however.


� One might not get this mistaken impression from Wilson’s description of “visual information as flowing through from perceptual to cognitive (then to motor) systems” or  “Rather than taking a representational fix on the world, and then having those representations transformed internally as they flow through the organism”.  It is safe to assume that Wilson is not confused on this point, but the clarification is important for what follows.


� The exact anatomical location of these causal chains do not matter for present purposes.  They are mentioned only for concreteness.





